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I really enjoyed this book, and learned a lot from reading it. One thing that was 
especially valuable for me was the presentation of the general framework in the book, 
which I found extremely helpful and clarified a lot of issues for me, and helped me think 
through questions in the neighborhood that I’m worried about more clearly.

What I’ll do here is run through MacFarlane’s general semantic framework for 
assessment-sensitivity, drawing attention to some important and distinctive features of 
it, and ask some questions of the form, “why did you do it this way?”

1. The Framework - what it is, how it works, interesting features of it
1. How it works: The crucial diagrams

Here’s how MacFarlane depicts both conventional contextualist theories, as well 
as his sort of assessment-sensitive theory. What’s particularly interesting and 
important about these diagrams is the way that they make explicit just how 
MacFarlane sees semantics (understood as the enterprise of associating various 
kinds of formal objects with expressions of natural language) fitting in to an 
overall theory of language use.

Here’s the conventional contextualist framework:
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Here’s the corresponding diagram for MacFarlane’s assessment-sensitive (more 
carefully - assessment-sensitivity-compatible) framework:

2. First let’s walk through these from top to bottom, working from semantics to 
pragmatics. This shows how we get from the formal machinery to predictions 
about when people say stuff and how people respond. 
I’ll illustrate with a running example from vocab of taste - “vegemite is tasty”.

1. Semantics proper - this is all the standard formal business, all of which 
delivers, when applied to a declarative sentence, a function from 
<context,index> pairs to truth values.
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Let’s suppose the semantics proper deals in <world,standard of taste> 
indices, and associates “vegemite is tasty” with a function that takes 
<c,i> pairs to true just in case the standard of i gives endorses* 
vegemite-as-it-is-in-the-world-of-i.

2. Postsemantics - This takes you from the (output of the) semantics proper 
to a specification of (in the conventional framework) a truth-in-a-context 
profile, or (in the assessment-sensitivity-permitting framework) to 
specification of truth relative to a <cu,ca> pair.

Delivers something of the form,
• “S is true at a context c iff…”

or
• “S is true as used at a context c1 and assessed from a context c2 iff…”

Two options here: 
A. “vegemite is tasty” is true at a context c iff the standard of the index of 

c endorses vegemite as it is in the world of the index of c.
B. “vegemite is tasty” is true as used at c1 and assessed from c2 iff the 

standard of c2 endorses vegemite as it is in the world of c1. 

3. Pragmatics - This takes you from the specification of a truth-at-a-context 
profile or truth-at-a-<cu,ca> profile to some norms. (In the first, more 
conventional sort of framework, just an assertion norm. In MacFarlane’s 
framework, an assertion norm and a retraction norm.)

Two options, depending on what we did with the postsemantics and how 
we read from postsemantics into norms:
Conventional framework:

• Assert “vegemite is tasty” in c only if it’s true at c.

or, in MacF framework:
• Assert “vegemite is tasty” in c only if it’s true as used at and assessed 

from c.
and

• Retract, in c2, an assertion of “vegemite is tasty” that was made in c1 if 
it’s false as used in c1 and assessed from c2.

Note: the two assertion norms aren’t interestingly different. they endorse 
assertion in exactly the same contexts. The place where they come apart 
is in the retraction norm.

One thing I think it’s important to flag at this point: This chunk of the 
diagram is one of the distinctive features of the MacFarlane view, and it’s 
a big deal, for at least two reasons:
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1. It’s crucially important for understanding the MacFarlanian picture. This 
is the part that tells us where and how the whole formal system hooks 
up to speakers’ behavior, to the linguistic practice of the community 
that we’re theorizing about. This is the part of the story that tells us 
what kinds of phenomena MacFarlane takes a semantic theory, as part 
of a broader theory of meaning, to be accountable to. And one thing 
that we can see here is that the whole MacFarlanian relativist 
apparatus is in the service of getting the retraction norms right. 
(Because if we just wanted assertion norms, we wouldn’t need 
assessment sensitivity. A postsemantics that delivers truth-in-a-context-
of-utterance profiles will do fine for that.)

2. Another reason why this chunk of the diagram is such a big deal is 
because it’s encoding a particular choice about what kind of 
phenomena to put on the ground floor of a theory of meaning. There 
are other options here besides assertion/retraction norms as bottom-
level outputs, as the spots where the formal rubber meets the empirical 
road. A theory of meaning could, for example, bottom out in different 
kinds of norms. (In particular, it could bottom out in audience-side 
uptake or context change norms, or in pairs of speaker-side assertion 
norms and audience-side rejection norms, rather than (as in 
MacFarlane’s framework) in speaker-side production and retraction 
norms). It could bottom out in conventional context-change effects, 
where the conventions aren’t cashed out in terms of norms. It could 
bottom out in representational properties of uses of sentences, or of 
uses-relative-to-contexts-of-assessment.

2. We can also think about these diagrams, and the frameworks they encode, in 
the other direction, working from bottom to top: Looking at what the target 
output of the whole system is, and how that informs what’s wanted from the 
previous stages. Thinking about it this way helps, I think, to get clear on how 
the facts about people’s linguistic behavior are going to motivate one kind of 
formal machinery rather than another.
1. Pragmatics. What we want out at the end is (in the more conventional 

framework) an assertion norm. In MacFarlane’s framework, an assertion 
norm plus a retraction norm.
1. We only need the retraction norm as a separate moving part of the 

framework if we’re going to want some sentences associated with 
retraction norms that aren’t just easily derived mirror images of their 
assertion norms. (Such as, “retract if the original assertion wasn’t in 
accordance with the assertion norm”.)

2. Notice again that there’s a big-deal assumption baked into the 
framework at the ground level here - that the right lever to use in 
explaining the phenomena we’ll want to explain with a theory of 
meaning is going to be norms for assertion and retraction. That those 
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are going to be the right tools to start off with in order to explain the 
other stuff we want to explain with a theory of meaning - e.g. 
communication, learning from testimony, context change effects, etc.

For the taste case: What we want is a pair of assertion and retraction 
norms such that John’s assertion of “fish sticks are tasty”, made when he 
was little, both (a) was totally in accordance with the assertion norm, and 
(b) now needs to be retracted, given his change in taste in the 
intervening time.
So we want, for example, an assertion norm that says:
Assert “fish sticks are tasty” in c only if it’s true as used at and assessed 
from c.
Retract, in c2, an assertion of “fish sticks are tasty” made in c1, if it’s 
false as used at c1 and assessed from c2.
And we want it to be possible that “fish sticks are tasty” is true as used at 
and assessed from its original context of utterance, but false as used at 
its original context and assessed from John’s current context.

2. Postsemantics - What we want is something that feeds in to the 
pragmatics in the right way to deliver the right norms. 
1. So we’ll want a conventional post semantics only if a specification of a 

truth-in-a-context-of-utterance profile (henceforth truth-in-a-context 
profile or TiC profile) is enough to generate the norms we actually 
observe/whose postulation does the best explanatory job.

2. We’ll want a relativist postsemantics if the pragmatics needs, in order 
to deliver the right norms, not just a TiC profile but a specification of 
when S is true as used at c1 and assessed at c2.
1. So retraction phenomena need to be complicated enough that, 

given only the outputs of a conventional postsemantics, you won’t 
be able generate the right retraction norm. For example, the mirror-
image norms need to make bad predictions (so it’s not e.g. just that 
we should retract when the original assertion was in violation of the 
norms.) 

2. First pass: We want it when the practice we’re trying to capture is 
one where the norms sometimes require retraction of assertions 
that, when they were made, passed muster by lights of the 
assertion norm. (The assertion was fine to make, but now in light of 
changed circumstances, you’ve got to take it back.) 

3. Test question for whether you want conventional or MacFarlanian 
postsemantics: Is the right load-bearing object to use in the 
pragmatics a specification of a condition on contexts of utterance, 
or a condition on <context of utterance,context of assessment> 
pairs.
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So for “fish sticks are tasty”: We’ll want a postsemantics that says that 
sometimes an assertion is true as used at c1 and assessed from c1, but 
false as used at c1 and assessed from c2.

3. Semantics proper: We need something that gives the postsemantics 
the kind of function from <context,index> pairs that it can turn into the 
right kind of truth in a context-or-contexts profile. (And does that in an 
appropriately compositional way.)
1. So, to a first approximation: To allow for assessment-sensitivity, 

we’ll want something that’s got indices with at least two moving 
parts, so one can get initialized by cu and one by ca.

2. That’s not (if I’m understanding the framework correctly) strictly 
necessary - could e.g. let cu do all the context-dependence-
resolving work, and ca provide all the features of the index. (S is 
true as uttered at cu and assessed from ca iff [[S]]cu,i(ca) = 1.) And 
we could do that with singleton indices.

3. But in practice this is always how MacFarlane does it - the 
semantics proper includes parameters p1 and p2 such that the 
postsemantics cares about [[S]]cu,<p1(cu),p2(ca)>. (As always, I worry 
about the universal quantifier here.)

So for “fish sticks are tasty”: We’ll want a semantics proper that 
associates “fish sticks are tasty” with a function from <c,i> pairs to truth 
values such that the is have got two parameters in them, such that the 
postsemantics can lift the value of one from the context of utterance, the 
other from the context of assessment. 
That’s what will allow the postsemantics to say that truth is interestingly 
sensitive to context of assessment.

3. Summary: 

• The reason why MacFarlanian pragmatics are as they are is because 
he’s trying to deliver a certain kind of system of norms governing the use 
of sentences, because he thinks the observed phenomena around and 
judgments about assertion and retraction are best explained by that kind 
of system of norms. 

• The reason why MacFarlanian postsemantics is as it is is because it’s 
the right kind of thing to deliver the pragmatics what it needs in order to 
deliver the right norms. 

• The reason why MacFarlanian semantics-proper is as it is is because it’s 
the right kind of thing to deliver the postsemantics what it needs in order 
to deliver the right inputs to the pragmatics.
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What the whole apparatus is in the business of doing is correctly 
characterizing the norms governing uses of sentences.

On the more conventional version of this picture, the norms we want are 
just assertion norms. And so what the pragmatics wants, in order to deliver 
an assertion norm, is a subset of possible contexts of utterance.

On MacFarlane’s version, where the practice is more complicated - and 
there are assertions such that making them was in accordance with the 
governing norms but the governing norms also require later retraction - the 
pragmatics is going to need something fancier. Pragmatics needs to 
deliver (a) an assertion norm, and (b) a retraction norm that sometimes 
compels retraction of assertions that passed muster by lights of the 
assertion norm. To deliver that kind of retraction norm, the pragmatics 
needs the postsemantics to provide it with not just a subset of possible 
contexts of utterance, but a subset of <context of utterance,context of 
assessment> pairs, in order to tell us when an utterance of S made in cu 
needs to be retracted in ca.

2. Questions/Objections/Alternatives
1. The framework encodes a particular choice about what’s going to be the 
central load-bearing bit of apparatus in a theory of language and meaning. The 
ground floor bit of theoretical apparatus that everything’s in the service of, in 
MacFarlane’s framework, is the specification of speaker-side norms for assertion 
and retraction. In particular, phenomena about communication are very much 
not on the ground floor. Communication actually is very much not the emphasis 
of MacFarlane’s account, and gets very little discussion in the book. (If Adobe 
reader’s “find” feature is to be trusted, the word “communication” occurs three 
times in the book, two of which are in the titles of works cited. So this is really 
not what John is focusing on.) 

This is super surprising to people who grew up at MIT, and reflects a real 
difference in approach between John and e.g. me. I think it’s helpful to draw 
attention to this (and again, an important virtue of the book is that this choice of 
direction of approach is super explicit), and to say a little bit about an alternative.

So, first question: Why put assertion and retraction norms on the ground floor, 
rather than putting communicative role on the ground floor? (So why have the 
output of the pragmatics be speaker-side norms for assertion and retraction, 
rather than uptake-side norms for acceptance or context update?)

I’ll pause to say some more about this & develop the question by looking at a 
concrete alternative.
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A nice characterization of the idea behind an uptake-side story, drawn from 
Veltman (1996 - “Defaults in Update Semantics”): “the slogan, ‘you know the 
meaning of a sentence if you know the conditions under which it is true’ [or ‘if 
you know the conditions under which it can be asserted’, or ‘if you know the 
conditions under which it can be asserted and the conditions under which 
assertions of it must be withdrawn’] is replaced by this one: ‘you know the 
meaning of a sentence if you know the change it brings about in the information 
state of anyone who accepts the news conveyed by it’.”

A slightly cartoonish example of an uptake-side story about predicates of taste, 
(just to choose one at random): 

The semantics proper says that indices are centered worlds, and 
vegemite is tasty is true at a context-index pair <c,i> iff the individual of i 
is, in the world of i at the time of i, disposed to enjoy the taste of 
vegemite. (So one cartoonish feature - ignoring context-dependence.)

The pragmatics says, in general: The uptake norm for assertions of S, 
made in c, is to update one’s acceptance state with the proposition 
expressed by S in c. (That is, with the proposition that’s the set of indices 
i s.t. S is true relative to <c,i>.)

(What that means is that the conventional update associated with 
“vegemite is tasty” is going to be updating with something de se - with 
the CW proposition corresponding to being disposed to enjoy vegemite.  
Ignoring cases where acceptance is something other than belief, the 
update is going to be coming to self-attribute being disposed to enjoy 
vegemite.)

Two things to notice right away about that story:
1. It’s a story that’s relativist in at least the following sense: It delivers the 
result that there are some assertions such that for two worldmates x and 
y, x’s accepting the assertion (doing the update) would lead her to accept 
something true of her, and y’s acceptance of the assertion would lead her 
to accept something false of her. (For short: x ought to accept the 
assertion and y ought to reject it.)

2. It doesn’t have a postsemantic step in it that’s doing any work. 
I just went straight from the semantics proper - the specification of truth 
at a context-index pair - to conventional communicative effects/uptake 
norms.
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3. It’s a story that’s, in the first instance, about communication: what’s on 
the ground floor here is audience-side communicative effects of uses of 
the sentence, not speaker-side rules for assertion/retraction.

Something to notice about this kind of communicative-effect-first story and the 
MacFarlane kind of production/retraction-norms-first story:

It’s possible to extract some norms for assertion and retraction from this 
kind of story, despite the fact that it’s in the first instance about audience-
side communicative effects, and it’s possible to extract a story about 
communicative effects from MacFarlane’s account, despite the fact that 
it’s in the first instance about production-side norms.

To go from communicative effects from norms, we can say that, when the 
communicative effect of S in c is for one’s audience to update with P, the 
guiding norm is, “assert S in c only if it’s a good idea for the members of 
your audience to update with P”, or some slightly fancier version of that.

To go from norms to communicative effects, we can say that, when the 
assertion norm says that S is only to be asserted in F contexts, the 
central communicative effect of assertions of S is for audience members 
to update with the information that the speaker is in an F context. What 
audience members learn from speakers’ assertions is that the speakers 
are in the right kind of context for their assertion to be in line with the 
assertion norm. (See e.g. Lewis in “Languages and Language”.)
(With the addition of a retraction norm, which says that the speaker 
needs to retract if they later find themselves in a G context, we can say 
that the audience continues to get a flow of new information, to the effect 
that the speaker hasn’t found her way into a G context, as long as the 
speaker goes on not retracting.)

Here are a few things that I think are selling points of the communication/uptake 
first kind of account over the production/retraction norms first kind of account:

A. The communicative-effects-first account gives (not surprisingly) a really 
clear and straightforward account of the communicative effects of 
assertions. If you think that’s a super-central job for semantics, or 
semantics-plus-surrounding-theoretical-framework, that’ll be an attractive 
feature. This is really just to say that the communicative-effects-first-
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account is a communicative-effects-first account, so I don’t expect it to 
move John especially.

B. The communicative-effects-first account gives a really clear and 
straightforward story about at least one kind of conversational 
disagreement - the kind where I say “vegemite is tasty” and you say, 
“vegemite is not tasty” gets diagnosed as a case where we’re trying to 
update the context in incompatible ways, which is pretty straightforwardly 
a recognizable kind of disagreement. 
So get at least a story about one sort of disagreement really directly, 
without having to do any sophisticated analysis of the nature of 
disagreement and its various subspecies.

C. (Thanks to Veronica Gomez for discussion on this one.) Given the way of 
going from norms to communicative effects presented above, the 
MacFarlane-style production-norms-first story has an odd-looking result 
about the way that the use of linguistic devices of assent and dissent, 
agreement and disagreement, line up with interlocutors’ willingness to 
take on board the central communicated content of an assertion. Let me 
unpack that a bit.

The distinctive update associated with MacFarlane-style “vegemite is 
tasty” is updating with the information that the speaker’s standard of taste 
positively evaluates vegemite. Even if you have a different standard, you 
should probably accept that. But you shouldn’t, on MacFarlane’s account, 
go in for the standard linguistic devices of acceptance - you shouldn’t, for 
example, say “yup” or “yes, that’s true”. Those track the truth-value of the 
asserted proposition as assessed from your context of assessment. 
(those need to track, in order to explain interpersonal data about 
disagreement that are among the things the account is trying to explain.)

So - if you occupy a ca such that my assertion of “vegemite is 
tasty” (made at my cu) is false as used at cu and assessed at ca 
(because you have a standard of taste that frowns on vegemite), then 
you ought to (a) go in for linguistic devices of denial, and (b) accept the 
central communicated content of the assertion. That’s surprising to me, 
and seems like a bad result. It seems to me that the uses of linguistic 
devices of denial and assent should track acceptance and rejection of 
the central communicated content. (“yup”s and “nope”s should track 
willingness to do the update.) So I’m interested in whether MacFarlane 
will say that having those not track together is okay, or that his account, 
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properly understood, does predict that they’ll track together after all 
(possibly because I’ve gotten the transition from norms to communicated 
content wrong), or something I haven’t thought of.

2. (New question) Why not put a rejection norm in on the ground floor, and 
assimilate retraction as a special case of rejection? (MacFarlane says some stuff 
about this in the book, but there’s not a whole lot of discussion - iirc, the main 
thing is that he’s more confident that there’s a speech act of retraction than that 
there’s a speech act of rejection. So I’m basically asking for (a) some more 
about why MacFarlane makes that judgment about how confident we should be 
about the existence of the different speech acts, and (b) how much he cares 
about this choice point, and how hard he’d fight against the alternative.)

One possibly interesting thing about this: A rejection norm would be an 
audience-side norm, not a speaker-side norm. So I’m curious if (part of) what’s 
behind the choice to go with retraction rather than rejection is a general 
commitment to a picture where the ground level stuff in characterizing speech 
acts and linguistic meaning etc. is all speaker-side? Or if there’s something fishy 
about mixed pictures, with speaker-side assertion norms and uptake-side 
rejection norms both on ground floor? Or just a view that retraction in particular 
is a better thing to put on the ground floor of your theory of meaning than 
rejection in particular, not nec. grounded in any deeper theoretical commitments 
about what kinds of things could be good to put on the ground floor.

3. Question due to Simon Goldstein: What’s the postsemantics doing exactly? Is 
it an indispensable moving part, or is it a convenience, or a non-mandatory 
notational choice, or…? (I’m likely to skip this in order to get to the stuff that’s 
less inside-baseball, but I’ll leave it here for those of you who are interested, and 
reading the handout instead of paying attention while I’m talking. Which is fine. I 
do it too.) The idea is: it’s possible to generate equivalent-looking norms by just 
going straight from the semantics proper to the pragmatics, without detouring 
through a post semantic stage. (There’s an example on the handout if you want 
to look at it.) Given that, what work is the postsemantics doing, and what are we 
buying by having it in there?

DONT DO ANY OF THIS

In particular, why not do it this way: Run the semantics proper. Make sure it 
delivers (at least) two-parameter indices. Then just go straight from the 
semantics proper to the pragmatics to deliver the norms. It looks like it’s 
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systematically going to be possible to do this in a way that delivers equivalent-
looking norms. (At least: it delivers norms that endorse assertion in the same 
subset of possible contexts of utterance, and delivers the same set of <cu,ca> 
pairs such that assertions of S made in cu need to be retracted in ca.) So for 
example:

Assertion rules for conventional framework:  
A. Using specification of truth-in-a-context coming out of postsemantics:

S should be asserted at c only if S is true at c. 
                                                

B. Skipping postsemantics, moving directly from semantics proper to 
assertion rule: 

S should be asserted at c only if [[S]]c,i(c)=1 

Assertion rules for MacFarlanian framework: 
A. MacFarlane’s assertion rule, using specification of truth at a context of 

use as assessed from a context of assessment: 

S should be asserted at c only if S is true as used at c and 
assessed from c. 

                          
B. Alternatively, skipping the postsemantics, we could say: 

S should be asserted at c only if [[S]]c,i(c)=1 

                     Retraction rules for a MacFarlanian framework: 
A. MacFarlane’s retraction rule: 

An assertion of S made at c should be retracted at c’ if S is false as 
used at c and assessed from c’. 

                     B. Alternatively (where p1 and p2 are two different parameters of our 
indices): 

An assertion of S made at c should be retracted at c’ iff 
[[S]]c,<p1(c),p2(c’)> = 0 

The B-type rules look like they do the same job of picking out sets of contexts, or 
<context of utterance,context of assessment> pairs, as MacFarlane’s rules, but 
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they’re rules we could write down without ever going through a postsemantic 
stage where we define a notion of truth at a context, or truth as used at a context 
c as assessed from a context c’. 

So one thing it’d be helpful for me to hear more about, in order to get a full 
handle on the framework and the work all its parts are doing, is what’s the matter 
with doing things in this sort of straight-from-semantics-to-pragmatics way, and 
what the postsemantic stage is buying us that we aren’t getting if we do things 
this way. (I have some suspicions but it’s probably better to just let John say it 
rather than guessing and then letting him correct me.)
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